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Introduction

• The presented task unites inference of question intends and visual 
scene understanding with a word sequence prediction task. Using:

• Convolutional Neural Network – suits for image classification tasks.

• Long Short Term Memory (LSTM) network – suits for sequence prediction 
tasks.

• The presented paper describes end-to-end architectures that learn to 
answer questions in a single architecture model.
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Proposed Method – Overview –

• To answer a question about an image both the image (CNN features) and 

the question (green boxes) were fed into the LSTM. 

• After the question is encoded, answers were generated (multiple words, 

orange boxes).

• During the answer generation phase the previously predicted answers 

were fed into the LSTM until the <END> symbol is predicted.

The image is analyzed via a Convolutional Neural 

Network (CNN) and the question together with the 

visual representation is fed into a Long Short Term

Memory (LSTM) network.
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Proposed Method – Overview –

• The architecture was trained to produce the correct answer to a question about an 

image.

• CNN and LSTM were trained jointly and end-to-end starting from words and pixels.

Spoiler - a variant of author's system was demonstrated, for
answering question without accessing any visual information. 
This variant beats the human baseline.

• Additional data was collected to study human consensus on described task.

• Two new metrics were proposed (sensitive to these effects)

• A new baseline was provided, by asking humans to answer the questions without

observing the images.
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Related Work

• Combining RNNs and CNNs for description of visual content – [5, 12, 31, 32, 37]

The task of describing visual content like still images as well as videos has 

been successfully addressed with a combination CNN for visual 

recognition and RNN for sequence modeling. This is achieved by using 

the RNN-type model that first gets to observe the visual content and is 

trained to afterwards predict a sequence of words that are the description 

of the visual content.

• Author’s new approach for question answering extends this idea, they 

formulated a model trained to generate an answer based on visual as well 

as natural language input (only language without images).
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Related Work
• Grounding of natural language and visual concepts -

Dealing with natural language input involve the association of words with meaning. such problems have 
been historically addressed by symbolic semantic parsing techniques [15, 22], there is a recent trend of 
machine learning based approaches [12, 13, 14] to find the associations. 

• Author’s approach follows the idea that they do not enforce or evaluate any particular representation of 
“meaning” on the language or image modality. They treat this as latent and leave this to the joint training 
approach to establish an appropriate internal representation for the question answering task.
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Semantic parsing is the task of 

converting a natural 

language utterance to a logical 

form. Example: Hadar likes 

burgers -> like(Hadar, Burger)

• Visual Turing Test –
Most recently several approaches have been proposed to approach Visual Turing Test [21], i.e. answering question 
about visual content. In [20], a question answering system based on a semantic parser on a more varied set of 
human question-answer pairs is presented.

• In contrast, in author’s work, the method is based on a neural architecture, which was trained end-to-end and 
therefore liberates the approach from any commitment that would otherwise be introduced by a semantic parser.

Semantic Parser Vs. Neural Network

M. Malinowski and M. Fritz. A multi-world approach to 
question answering about real-world scenes based on 
uncertain input. In NIPS, 2014



RNN – Recurrent Neural Networks

• RNNs can use important information from the past to predict the next 
block in the sequence.
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RNN

• RNNs are used for sequential prediction. For example, consider a 

language model trying to predict the next word based on the previous 

ones. If we are trying to predict the last word in “the clouds are in 

the sky,” we don’t need any further context – it’s pretty obvious the next 

word is going to be sky. In such cases, where the gap between the 

relevant information and the place that it’s needed is small, RNNs can 

learn to use the past information.
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RNN

• There are also cases where we need more context. Consider trying to 

predict the last word in the text “I grew up in France… I speak fluent 

French.” Recent information suggests that the next word is probably the 

name of a language, but if we want to narrow down which language, we 

need the context of France, from further back. It’s entirely possible for the 

gap between the relevant information and the point where it is needed to 

become very large. Unfortunately, as that gap grows, RNNs become 

unable to learn to connect the information.
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Long Short Term Memory (LSTM) Network

• Long Short Term Memory networks – usually just called “LSTMs” – are 
a special kind of RNN, capable of learning long-term dependencies.
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Long Short Term Memory (LSTM) Network

• In contrast to a simple RNN unit the LSTM unit additionally maintains 
a memory cell c. This allows to learn long-term dynamics more easily 
and significantly reduces the vanishing and exploding gradients 
problem.

Cell 
State
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Long Short Term Memory (LSTM) Network

• The key to LSTMs is the cell (Ct) state, the horizontal line running 
through the top of the diagram.
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Long Short Term Memory (LSTM) Network

• The key to LSTMs is the cell (Ct) state, the horizontal line running 
through the top of the diagram.

• It runs straight down the entire chain, with only some minor linear 
interactions.

• The LSTM does have the ability to remove or add information to the 
cell state, carefully regulated by structures called gates.

Cell 
State
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Long Short Term Memory (LSTM) Network

• Gates are a way to optionally let information through. They are 
composed out of a sigmoid neural net layer and a pointwise 
multiplication operation.

• The sigmoid layer outputs numbers between zero and one, describing 
how much of each component should be let through. A value of zero 
means “let nothing through,” while a value of one means “let 
everything through!”
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Long Short Term Memory (LSTM) Network

• The first step in our LSTM is to decide what information we’re going 
to throw away from the cell state.

• It looks at ht-1 and xt, and outputs a number between 0 and 1 for each 
number in the cell state Ct−1. A 1 represents “completely keep this” 
while a 0 represents “completely get rid of this.”

Forget 
Gate Layer

Example: remember the 
last subject gender for 
auto-complete text/7322



Long Short Term Memory (LSTM) Network
• The next step is to decide what new information we’re going to store 

in the cell state.
• First, a sigmoid layer called the “input gate layer” decides which 

values we’ll update.

• Next, a “tanh” layer creates a vector of new candidate values, ǁ𝑐t, that 
could be added to the state. 

• At last, we’ll combine these two to create an update to the state.

Example: 
remember the 

new gender

what to 
update

Update 
values
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Long Short Term Memory (LSTM) Network
• It’s now time to update the old cell state, Ct−1, into the new cell state 

Ct. The previous steps already decided what to do, we just need to 
actually do it.

• We multiply the old state by 𝑓𝑡, forgetting the things we decided to 
forget earlier. Then we add it∗ ǁ𝑐t. This is the new candidate values, 
scaled by how much we decided to update each state value.

Forgetting 
action

Scale 
update

Update
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Long Short Term Memory (LSTM) Network
• Finally, we need to decide what we’re going to output.

• This output will be a filtered version of the cell state.

• First, we run a sigmoid layer which decides what parts of the cell state we’re 
going to output.

• Then, we put the cell state through “tanh” (to push the values to be between −1 
and 1) and multiply it by the output of the sigmoid gate, so that we only output 
the parts we decided to.

What to 
output from 

Cell State 

Example: does the subject 
is singular or plural? to 

adjust the next verb/7325



Long Short Term Memory (LSTM) Network
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Convolutional Neural Network (CNN)
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Convolutional Neural Network (CNN)

• CNN architectures are using filters to find characteristics in image.
• They are made up of neurons that have learnable weights and biases.
• An image with 200x200x3 (RGB) would need 120,000 weights for a fully-

connected neurons layer. This can lead to an overfitting problem.
• We would like to reduce the amount of neurons in each layer. And save less 

output from each layer, down-sampling (pooling).
• The network will learn filters that activate when they see some type of 

visual feature.
• As we slide the filter over the width and height of the input volume we will 

produce a 2-dimensional activation map that gives the responses of that 
filter at every spatial position.

• The filters (Kernels) are learned during training process as long as the 
training converges.
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Convolutional Neural Network (CNN) - Kernel
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Approach : “Neural-Language-QA”
• Answering questions on images is the problem of predicting an answer a given 

an image x and a question q according to a parametric probability measure:

Where,

A - set of all possible answers. 

a – possible answer out of group A.

θ - a vector of all parameters to learn. 

q – question.

x – image.

Later we will describe how x, a, q, and p(·|x; q; θ ) are represented in more details
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Approach: Answer

• In our scenario questions can have multiple word answers and we 

consequently decompose the problem to predicting a set of answer 

words.

Where,

𝑎𝑡 - words from a finite vocabulary V0

N(q, x) - the number of answer words for the given question and image.

/7331



Approach: Answer
• To predict multiple words the authors formulate the problem as 

predicting a sequence of words from the vocabulary V := V’ U {$} 
where the extra token ‘$’ indicates the end of the answer sequence, 
and points out that the question has been fully answered. The 
authors formulate the prediction procedure recursively (Softmax
prediction layer) : 

Where,

is the set of previous 
answer words, with                  at the beginning 
when the architecture has not given any answer 
so far.
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Approach: Explanation

• Every answer is fed back to the LSTM network, together with the 
question and CNN output. 
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Approach: The Question

• The question is a sequence of words,                                       .

• Since the problem described is a variable length input \ output 
sequence, a parametric distribution                   was modeled.
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Approach: Explanation – One-Hot Encoding –

• Both question and answer are coded with One-Hot vector encoding.
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Approach: Explanation – Training & Testing –

• In the Training phase, the question is augmented with the 
corresponding ground truth answer words sequence ො𝑞 ≔ [𝑞, 𝑎].

• In the Prediction (Test) phase, at time step t, the question is 
augmented with the previously predicted answer words:
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Approach: Explanation – Training & Testing –

• The image x was encoded using a CNN and was provided at every time 
step as input to the LSTM. The input Vt is a concatenation of [x, ො𝑞t].

𝑉𝑡 = [x, ො𝑞t] = [x, q, ො𝑎1..𝑡]

Image

Question

Answer 
until now/7337



Approach: Explanation – LSTM Architecture –

𝑉𝑡 = [x, ො𝑞t] = [x, q, ො𝑎1..𝑡]

Input (Image, 
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answer until 
now)
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LSTM Unit 

Output
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Cell 
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1 2 3
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2
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LSTM 
Unit 

Output
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Approach: Explanation
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Approach: Explanation – Cross Entropy Loss –

• The ground truth, One-Hot encoding vector of answer, is compared 
with LSTM output. 

• S – LSTM probability distributions for answers.

• L – Labels, Target answers.

𝐷 𝑆, 𝐿 = −
𝑖
𝐿𝑖 log(𝑆𝑖)
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Approach: Implementation - CNN

• The CNN network is trained with ImageNet dataset.

• ImageNet is an image dataset organized according to the WordNet 
hierarchy. Each meaningful concept in WordNet, possibly described 
by multiple words or word phrases, is called a "synonym set" or 
"synset". 

• There are more than 100,000 “synsets” in WordNet, majority of them 
are nouns (80,000+).

• In ImageNet, average of 1000 images illustrate each “synset”. 
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Approach: Implementation – Caffe
Framework–

• “Caffe” - Convolutional Architecture for Fast Feature Embedding, is a Deep 
Learning framework for Computer Vision. (like TensorFlow)

• “Caffe” is based on C++, there are MATLAB & Python interfaces.
• “Caffe” framework was developed in University of California, Berkeley.
• It supports CNN, RCNN, LSTM and fully connected neural network designs.
• It was originally designed for Computer Vision tasks.
• The last CNN layer was randomly initialize by authors and trained together 

with the LSTM network on the task.
• In a pilot study, the authors have found that GoogleNet architecture 

consistently outperforms the AlexNet architecture as a CNN model for the 
task.

• GoogleNet CNN architecture is pre-trained with ImageNet dataset.
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Approach: CNN Architecture - GoogleNet
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Conducting Experiments

1. Experiment 1 – Malinowski
Comparison between different variants of authors proposed model to 
prior work.

2. Experiment 2 – Language Only + Human Baseline
Analyze how well questions can be answered without using the image in 
order to gain an understanding of biases in form of prior knowledge and 
common sense. A new human baseline was provided for this task. (Only 
LSTM)

3. Experiment 3 – Ambiguities
Ambiguities were discussed in the question answering tasks and were 
analyzed further by introducing metrics that are sensitive to these 
phenomena.
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Experiments

• Proposed architecture was trained and tested on DAQUAR Dataset that 
contains humans answers for 12,468 questions for indoor scenes.

• Total accuracy results were provided as well as accuracy for a subset of the 
dataset that has 90% similarity (WUPS = 0.9) in possible answers and 0% 
(WUPS = 0.0) similarity in possible answers.

• Training and testing with reduced dataset was conducted to compare with 
[20] (Malinowski) prior work, “Reduced DAQUAR” narrow the possible 
objects in images to 37. only 25 images were tested for “Reduced 
DAQUAR”.

• Authors also evaluated the methods on different subsets of DAQUAR 
where only 1, 2, 3 or 4 word answers are present

• Authors based them experiments as well as the consensus metrics on 
WUPS scores [20].
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DAQUAR
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WUPS Scores

• When a human answers question he can distinguish between box and 
carton. Computer sometimes can’t distinguish between these kind of 
items, and we don’t want it to be “punished” for this case.

• Wu-Palmer Similarity (WUPS) is a semantic identity metric that was 
published by Zhibiao Wu & Martha Palmer in 1994.

• Using WUPS metric, for the following question: “what is on the 
table?”, with possible answers: “orange”, “mandarin”, “ fruit” the 
WUPS shall be equal to 0.9286.

• WUPS parameter varies between “1 – total match”, to “0 – no match 
at all”.
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WUP Scores

• This metric will be explained in the advanced slides.
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Experiment #1 Evaluation of Neural-Image-QA

• Authors started with training and testing for all DAQUAR Dataset for 
training the proposed architecture for dataset with big variance.

• Next authors trained and tested with “Reduced DAQUAR” Dataset to 
compare with Malinowski [20] prior work.
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Experiments #1&2: Evaluation of Neural-
Image-QA & Language-Only models

• Results for Full DAQUAR, Test results
• 653 Images.
• 5673 Question-Answer Pairs.
• Trained the nets once for multiple words answer and 

once for single word answer.

• Neural-Image-QA – Authors Net
• Multiple words answers accuracy.
• Single word answers accuracy.

• Language Only – Authors Net
• Multiple words answers accuracy.
• Single words answers accuracy.

• In order to study how much information is already 
contained in questions, the authors trained a version of the 
model that ignores the visual input – Language Only model.

• Single word answers models performs better. 

• Human answers are better when an image is presented, but 
without image the networks outperforms the human brain! 

Prior work for 

comparison
All Dataset

WUPS 0.9 words 

answers accuracy
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Experiments #1&2: Evaluation of Neural-
Image-QA & Language-Only models

• Performance for authors 
approach, multiple words answer 
up to 4, in dependence with 
number of words in the answer.

• Authors approach performance is 
significantly reduced when answer 
is more than 4 words.

• Horizontal lines represents “single 
word” variants evaluated on the 
answers with exactly one word.
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Experiments #1&2: Evaluation of Neural-
Image-QA & Language-Only models

• Results of reduced DAQUAR 
Dataset, to compare with previous 
work (Malinowski[20])

• 37 possible object classes in images.
• 25 test images. 
• 297 Questions-Answers pairs on test 

time.

• The results for reduced DAQUAR 
show that the authors 
performance is better than prior 
work. Again “Single word” variant 
performs best.
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Experiments #1,2: Human Baseline

• Authors asked participants to answer on the DAQUAR questions 
without looking at the images.

• It turns out that humans can guess the correct answer in 7.34% of the 
cases by exploiting prior knowledge and common sense.

• Best “language only” (author’s network) model outperforms the 
human baseline by over 9%.
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Experiments #3: Ambiguities

• In many cases there is an inter human agreement in the answers for a 
given image and question.

• Authors study and analyze this effect further by:
• Extending the dataset to multiple human reference answers.

• Proposing a new measure – inspired by the work in psychology [4, 6, 23]– that 
handles disagreement.

• Conducting additional experiments - Consensus results.
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Experiments #3: Ambiguities - Extending The 
Dataset To Multiple Human Reference Answers

• In order to study the effects of consensus in the question answering 
task, authors have asked multiple participants to answer the same 
question of the DAQUAR dataset given the respective image.

• The answer can be a set of words or numbers.

• This extends the original data to an average of 5 test answers per 
image and question.

• The dataset described here is referred by the name : DAQUAR-
Consensus.
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Experiments #3: Ambiguities - Proposing A 
New Measure 

• The following idea is from the filed of psychology, this idea is based 
on handling disagreements. 

• Authors looked for a metric that preferred an answer that is 
commonly seen. 

• Two proposals came out : 
• Average Consensus – averaging answers.

• Min Consensus – minimum, at least answered by one human.
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Experiments #3: Ambiguities – Average 
Consensus Metric (ACM)

• Using DAQUAR-Consensus dataset, an expected score was calculated 
with:

• 𝑖 – 𝑖𝑡ℎ question.

• 𝑨𝒊 - Answer Generated by the architecture.

• 𝑻𝒌
𝒊 - 𝒌𝒕𝒉 possible human answer corresponding the 𝒌𝒕𝒉

interpretation of the question.

• Both 𝐴𝑖 & 𝑇𝑘
𝑖 are set of words and µ is a membership measure.

• In the limits, as K approaches to the total number of humans, the 
authors truly measure the inter human agreement of every question.
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Experiments #3: Ambiguities – Average 
Consensus Metric (ACM)
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Summation for 
all “question + 

image” sets

For each 
human 
answer

Network Performance: find 
similarity values for network 
answer words with all human 
answer words. And multiply 

them. 

Human Performance: find 
similarity values for Human 

answer words with all 
Network answer words. And 

multiply them. 

Take the minimum 
value to not make 

ease with the 
metric value

t      a a1 a2 . . . an

t1 0.2 0.4 . . . 0.3

t2 0.5 0.3 . . . 0.9

. . . . . . .

. . . . . . .

. . . . . . .

tn 0.3 0.5 0.1 0.9 0.4 0.7



Experiments #3: Ambiguities – Minimum 
Consensus Metric (MCM) 

• The Average Consensus Metric puts more weights on more “mainstream” 
answers due to the summation over possible answers given by humans.

• In order to measure if the result was at least with one human in 
agreement, authors proposed a “Min Consensus Metric (MCM)”. by 
replacing the averaging in Equation 9 with a max operator.

• Both metrics were used in benchmark test.

• Intuitively, the max operator uses in evaluation a human answer that is the 
closest to the predicted one – which represents a minimal form of 
consensus.

/7359



Experiments #3: Ambiguities – Consensus 
Results, Inter Human Agreement 

• A more detailed analysis of 
inter human agreement is 
presented hereby:

• For the majority of the 
data, there is a partial 
agreement, but even full 
disagreement is possible.
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consensus

Subset – 50% consensus

Subset – 100% consensus



Metrics

• “Average Consensus Metric” generalizes the notion of the agreement, 
and encourages predictions of the most agreeable answers.

• On the other hand “Min Consensus Metric” has a desired effect of 
providing a more optimistic evaluation.
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Experiment #3: ACM Vs MCM
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Results & Conclusions

• Authors approach outperforms prior work by doubling performance on this challenging 
task.

• A variant of authors model that does not use the image to answer the question performs 
only slightly worse and even outperforms a new human baseline.

• Authors conclude that the model has learnt biases and patterns that can be seen as 
forms of common sense and prior knowledge that humans use to accomplish this task.

• Authors observe that spatial reasoning, and small objects are not well captured by the 
global CNN representation.

• Authors extended existing  DAQUAR dataset to DAQUAR Consensus, which provides 
multiple reference answers which allows to study inter-human agreement and consensus 
on the question answer task. 

• Authors proposed two new metrics: “Average Consensus”, which takes into account 
human disagreement, and “Min Consensus” that captures disagreement in human 
question answering.
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Results & Conclusions: Single Word Answer
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Results & Conclusions: Multiple Words 
Answer
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Results & Conclusions: Failure Cases
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Results & Conclusions: Compound Answer 
Although “Language only” ignores the image, it is still able to make “reasonable guesses” by exploiting 

biases captured by the dataset that can be viewed as a type of common sense knowledge. For instance, 

“tea kettle” often sits on the oven, cabinets are usually “brown”, “chair” is typically placed in front of a 

table, and we commonly keep a “photo” on a cabinet.
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Results & Conclusions: Counting Questions 
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Results & Conclusions: Questions About Color
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Results & Conclusions: Correct “Neural-
Image-QA” Answers 
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Results & Conclusions: Correct “Neural-
Image-QA” Answers

the “Language only” model incorrectly answers “6” on the question “How many burner knobs are there ?” 

because it has seen only this answer during the training with exactly the same question but on different image.
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Results & Conclusions: Correct “Neural-
Image-QA” Answers
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Results & Conclusions: Correct “Neural-
Image-QA” Answers
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Results & Conclusions: Multiple Words 
Answers, Failure Cases

Both models, “Language only” and “Neural-Image-QA”, have difficulties to answer correctly on 

long questions or such questions that expect a larger number of answer words.
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Results & Conclusions: Multiple Words 
Answers, Failure Cases

On the other hand both models are doing well on predicting a type of the question (e.g. “what 

color ...” result in a color name in the answer, or “how many ...” questions result in a number), 

there are a few rare cases with an incorrect type of the predicted answer (the last example).
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