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only on the causal relation of signal 
transitions with an average delay in- 
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MODERN DEVICE technology 
enables logic gates with a switch- 
ing delay of only a few picosec- 
onds. But because no signal can 
reach further than 0.3 mm in 1 ps, 
the use of such fast switching de- 
vices presents serious timing prob- 
lems, namely wire delay and clock 
skew,] to synchronous system de- 
sign. A global clock cannot be dis- 
tributed over the entire system at a 
frequency that stands comparison 
with device speeds already avail- 
able, even with a conservative size 
of 5x5 mm. This problem places an 
obvious limitation on the synchro- 
nous system performance attain- 
able with an acceptable level of 
reliability. As a result, synchronous 
system design cannot fully enjoy 
the fruits of foreseeable progress in 
device technology. 

A natural solution to this problem 
is the introduction of asynchronous 
or self-timed computing. While syn- 
chronous digital systems have glob- 
al clocks, asynchronous systems do 
not. Without a global clock, asyn- 
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design flexibility and cost 
reduction, with higher level 
logic design separated from 
lower level timing design 
timing fault tolerance, thanks 
to insensitivity to delay vari- 
ance in layout design, fabri- 
cation process, and operating 
environment 
low power consumption-for 
example, in CMOS circuits- 
because signal transitions are 
made only when necessary 

Thus, asynchronous system design 
promises to achieve highly de- 
pendable, ultrahigh-performance 
computing in the 21st century. The 
TITAC project we present here is 
the first stage of our asynchronous- 
computing research program. It 
aims at the development of self- 
checking, high-performance pro- 
cessor nodes for a dependable 
parallel computer system. 

Asynchronous processor de- 
signs are not new in theory or 
practice. Several asynchronous 

processors existed in early computers 
based on relay and vacuum tube tech- 
nologies in the late 1940s. From these 

IEEE DESIGN & TEST OF COMPUTERS 



design experiences, two important the- 
oretical models for asynchronous cir- 
cuits emerged in the 1950s: the Huffman 
and the Muller models. Since then, a 
huge amount of work on asynchronous 
circuit design has accumulated. Never- 
theless, almost all computer systems 
that have appeared since the second 
generation (computers that used tran- 
sistor technology) use synchronous sys- 
tem timing, with only a few exceptions 
such as Illiac I and 11. 

The main reason may be that de- 
signers believe a synchronous system is 
easier to design and test, requires less 
hardware, and operates faster and more 
reliably than its asynchronous counter- 
part. They can no longer cling to this 
belief, however, if they want to take ad- 
vantage of the high switching speeds of 
picosecond devices on enormous 
amounts of hardware space available 
thanks to recent progress in VU1 tech- 
nology. In fact, preliminary data from 
experimental designs for an asynchro- 
nous microprocessor2 are encouraging, 
although many challenges ~emain.~ 

Also encouraging are the results of 
our work on TITAC (Tokyo Institute of 
Technology asynchronous computer 
chip), a quasidelay-insensitive, general- 
purpose microprocessor chip designed 
and implemented as a CMOS gate array. 

Delay models 
Any asynchronous system design, as 

well as synchronous ones in extreme 
cases, requires some assumption about 
gate and wire delay. If the delay as- 
sumption is too pessimistic (that is, too 
cautious when delay variation is unlike 
ly), the resulting circuit can be unac- 
ceptably inefficient and expensive. If the 
assumption is too optimistic (gambling 
on fixed or no delays), the design may 
not guarantee correct circuit operations. 
Thus, the designer must carefully exam- 
ine and validate the delay assumption 
for the device technology, the fabrica- 
tion process, and the operating environ- 
ment that may affect the system’s delay 
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distribution throughout its lifetime. 
According to the delay assumption 

adopted as a design base, we can iden- 
tify the following theoretical models of 
asynchronous circuits: 

The fundamental-mode model,4 
also called the Huffman model, as- 
sumes that gate and wire delays are 
bounded and the upper bound is 
known. The bounded-delay as- 
sumption enables the environment 
to control the timing of an input a p  
plication so that every input change 
occurs only when the circuit is sta- 
ble. It also enables logic designers 
to intentionally use prescribed de- 
lay elements, if necessary, to adjust 
signal propagation timing. 
The speed-independent model,5 
also known as the Muller model, 
assumes that gate delays are finite 
but unbounded, while there is no 
delay in wires. Unbounded gate 
delays prevent the environment 
from controlling the timing of a 
new input change without using a 
completion signal produced by 
the circuit itself to indicate that it 
has become sufficiently stable to 
receive a new input change. 
The delay-insensitive model6 im- 
poses the least restriction on delays; 
it assumes that wire delays as well 
as gate delays are finite but un- 
bounded. Recognition is growing 
that wire delays can no longer be 
neglected in comparison with gate 
delays in VU1 technologies. But the 
difficulty of precisely estimating 
wire delays prior to layout and rout- 
ing can make synchronous Vls l  log- 
ic design unacceptably expensive. 
Furthermore, design changes orsys- 
tem extensions can be prohibitive. 
Thissituation makes circuit designs 
based on the delay-insensitive mod- 
el very attractive. Unfortunately, the 
class of delay-insensitive circuits is 
extremely limited, and most of the 
useful circuits in practice do not fall 

into this class7 This fact itself is not 
surprising. It is well known that if 
wire delays can be arbitrarily large, 
a finitestate machine that includes 
an essential hazard cannot be real- 
ized as a hazard-free sequential 
circuit even under the fundamen- 
tal-mode as~umption.~ Most non- 
trivial sequential circuits include 
essential hazards. 

A reasonable compromise may be 
the introduction of the isochronic-forks7 
assumption to the delay-insensitive 
model. An isochronic fork is a forking 
interconnection in which all branches 
have the same wire delay. Since this 
modification is sufficient to construct 
any practical circuit, we have adopted 
the delay-insensitive model with the 
isochronic-forks assumption incorpo- 
rated. We refer to this modified model 
as the quasidelay-insensitive model (a 
term borrowed from S. Hauck*). 

Design strategy 
The TITAC project seeks to demon- 

strate that a design methodology is 
readily available for fully asynchronous 
VU1 systems that work in practice. In 
pursuing the goal of a correct micro- 
processor design based on the quasi- 
delay-insensitive model, we emphasized 
timing-fault tolerance, or delay- 
insensitivity, and neglected performance 
optimization and hardware volume. 
Furthermore, we did not implement any 
interrupt mechanism requiring arbitra- 
tion or synchronization. These issues pre 
sent challenges we will discuss later. 

Although a chip architecture that 
minimizes the average signal propaga- 
tion distance in normal operation plays 
an essential role in the realization of 
high-performance asynchronous sys- 
tems, we decided not to spend much 
energy pursuing a sophisticated archi- 
tecture. We chose the simplest possible 
von Neumann architecture to achieve 
the main purpose of the first stage of our 
research program. 
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Table 1. TlTAC instruction set. 

Memory reference instructions Branch instructions Miscellaneous instructions 

ADDmem Add 
ADC mem Add with carry 
SUB mem 
SBB mem 
AND mem 
OR mem 
XOR mem 
CMP mem 
LDA mem 
STA mem 
TST mem 
LDS mem 
STS mem 
ADS mem 
SBS mem 

Subtract 
Subtract with borrow 
And 
Or 
Exclusive or 
Compare 
Load accumulator 
Store accumulator 
Test 
Load stack pointer 
Store stack pointer 
Add stack pointer 
Subtract stack 
pointer 

Addressing modes 
mem #n Immediate 

n,sp Stack pointer-relative 
(n) Indirect 
n Direct 

Through the design and implemen- 
tation of TITAC, we also aimed at the 
following project by-products: 

w to establish a library of building 
blocks for design automation of 
asynchronous VLSI systems 

w to determine the most suitable spec- 
ification and design description at 
each level of the design hierarchy 
to analyze permanent-fault testa- 
bility and concurrent transient- 
fault checking capability 

w to identify potential problems in 
processor architecture, self-timed 
circuit organization, memory and 
I/O interfaces, and design style 

We plan to incorporate these sec- 
ondary results into the next stage of our 
asynchronous processor project: a new 
event-driven architecture for ultrahigh- 
speed operations on a somewhat more 

JMPadr Jump 
JSR adr Jump to subroutine 
JCS adr Jump if carry set 
JCC adr Jump if carry clear 
JEQ adr Jump if equal 
JNE adr Jump if not equal 

Addressing modes 
adr n,pc Program counter- 

relative 
(n) Indirect 
n Direct 

compromised delay model. 
The current TITAC consists of a data 

path section and a control section. The 
control section controls dataflow in the 
data path section, which includes regis- 
ters and functional units. One of the ar- 
chitecture’s most significant features is 
the control section, which includes two 
types of controllers, hardwired and mi- 
croprogrammed, selectable by an ex- 
ternal switch. Without communicating 
with each other, two of the authors 
independently designed the two con- 
trollers for identical control specifica- 
tions and data path interface protocols. 
This design diversity demonstrates a sig- 
nificant advantage of delay-insensitive 
characteristics that allow designers to 
pay little attention to timing issues in the 
design or redesign of a large VLSI system. 

Processor organization 
TITAC is an &bit microprocessor with 

NOP 
H LT 
INP 
OUT 
STC 
c LC 
ROR 
ROL 
LSR 
LSL 
INA 
DCA 
INS 
DCS 
RTS 
PUL 
PUS 

No  operation 
Halt 
Input 
output 
Set carry 
Clear carry 
Rotate right 
Rotate left 
Logical shift right 
Logical shift left 
Increment accumulator 
Decrement accumulator 
Increment stack pointer 
Decrement stack pointer 
Return from subroutine 
Pull accumulator 
Push accumulator 

a single-accumulator architecture that 
implements the instruction set shown in 
Table 1. The instruction set contains 
memory reference instructions, branch 
instructions, and miscellaneous instruc- 
tions. The first two types include 2-byte, 
single-operand instructions (the opcode 
for the first byte and the operand for the 
second byte); the third includes 1-byte 
instructions. Memory reference instruc- 
tions have four types of addressing 
modes: immediate, stack-pointer (SP)- 
relative, indirect, and direct. Branch in- 
structions have programcounter (PC)- 
relative, indirect, and direct addressing 
modes. Memory reference instructions 
can be either arithmetic-logic or data 
transfer operations. Each arithmetic- 
logic operation is performed with the 
memory operand and the content of the 
accumulator, and the result is transferred 
to the accumulator. 

Figure 1 shows a schematic diagram 
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of TITAC's organization. The micro- 
processor's main body, consisting of a 
control section and a data path section, 
is a CMOS gate array chip. The data path 
section includes an arithmetic logic 
unit (ALU), an instruction register (IR), 
an accumulator (ACC), a program 
counter (PC), a stack pointer (SP), a 
memory address register (MAR), an in- 
put buffer (In), an output buffer (Out), 
and a memory interface (MI). The IR be- 
longs to both the control and data path 
sections. The ALU includes a temporary 
register to store operation results. The 
MI communicates with main storage 
outside the TITAC chip. 

TITAC has no internal common bus 
because the data transfer model (de- 
scribed later) excludes the use of a 
common bus that may violate the 
isochronic-forks assumption. The de- 
sign physically provides a direct data 
path from one register to another for 
data transfers between the two. (Al- 
though the current TITAC could adopt 
a common-bus architecture with some 
mechanism for bus completion detec- 
tion, the pipeline-based, event-driven 
architecture planned for the next TITAC 
should justify the register-toregister con- 
nections with an acceptable level of in- 
crease in area overhead.) 

The control section contains the two 
independently designed controllers. 
Controller I is the hardwired circuit. The 
microsequencer within the TITAC chip 
and the control storage outside the chip 
constitute Controller 11, the micropro- 
grammed controller. We can select ei- 
ther controller to control the data path 
section. In addition to demonstrating 
how delay-insensitivity facilitates modu- 
lar design by allowing designers to ig- 
nore troublesome timing issues, this 
duplication provides design for testabil- 
ity as a by-product. Because Controller 
11's control storage is outside the chip, we 
can use the set of control signal lines 
(data in from control storage) as exter- 
nal terminals to observe control signal 
behavior when Controller I is active. 
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Figure 1. TITAC organization. 

Two-phase, event-driven scheme 
We based the TITAC design on a two 

phase, event-driven scheme. (When 
emphasizing the request-acknowledg- 
ment protocol for intermodule com- 
munications, we can call this scheme 
return-to-zero or four-cycle signaling.' 
Do not confuse it  with two-cycle sig- 
naling,' often used in this context as a 
synonym for non-return-to-zero or tran- 
sition signaling.) 

We can consider an asynchronous 
system, at any level, as a collection of 
asynchronous functional modules that 
concurrently or sequentially communi- 
cate with each other. The delay- 
insensitive or quasi-delay-insensitive 
model implements each communica- 

Switch 

tion between modules in an eventdriven 
manner. That is, an output event of a 
module occurs only when the module 
recognizes input events specified to 
cause the output event. These input 
events can be the arrival of a data signal, 
the arrival of a control signal, or both. 

Since no clock-synchronized signal is 
available, any implementation of a data 
signal and a control signal must include 
timing information that allows the re- 
ceiving module to recognize their ar- 
rival. (Note that in a synchronous system 
the global clock determines when data 
and control signals are to arrive. In a 
bundled-data system such as Micro- 
pipelines? a special control signal with 
a prescribed delay element determines 
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FU in 

FU out Ack. ~ 

I WTphase 1 ITphase IS 
WS Dhase 

Data path Controller 
phase 

Figure 2. Register-to-register data transfer: event-driven data transfer (a); two-phase Operation (b). 

when bundled data is to arrive.) 
Suppose identical binary values, say 

1, must arrive consecutively. Then a sin- 
gle-rail implementation of the 1-bit data 
cannot distinguish the arrival of a new 
1 from the current 1. Therefore, the sys- 
tem must encode multiple-bit data to 
provide some redundancy so that the 
encoded data signals can convey the 
timing information as well as the bina- 
ry information. Among many possible 
encoding schemes, the two-rail repre 
sentation for single-bit data is the sim- 
plest way to implement data paths in 
the delay-insensitive model. Although 
we could use less redundant, system- 
atic, unordered codes such as Berger 
codes for multiple-bit data encoding,I0 
we have little hope of obtaining a sim- 
ple implementation of logic functions 
for the sending and receiving modules. 

A similar situation arises for control 
signals. Suppose we specify that a re- 
quest signal must occur sooner or later 
in every system operation cycle, or a r e  
quest-receiving module must do noth- 
ing until i t  receives the request. Then 
the control signal implementation sim- 
ply must indicate that the request has 
occurred, not that the request does not 
occur. A receiving module will simply 
wait for the request. Therefore, a single- 
rail implementation is sufficient for the 
control signal to indicate that a request 
has occurred by making a signal transi- 
tion on the single rail. 

But suppose that a request must not 
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occur in every operation cycle, and a re- 
ceiving module must make a decision 
depending on whether the request oc- 
curs or not. If the request has not yet oc- 
curred in a given operation cycle, a 
single-railed signal for the request re- 
mains unchanged. Then the receiving 
module cannot distinguish whether the 
signal implies that the request is speci- 
fied not to occur or that the request is 
delayed. This can force the receiving 
module to wait for the nevercoming r e  
quest forever. Thus, the system must en- 
code an implementation of such control 
signals so that the receiving module can 
discern not only that a request has oc- 
curred but also that a request does not 
occur in a finite amount of time. 

For the TITAC design, we used the 
two-rail representation for all data sig- 
nals. We used a variety of M-out-of-N 
( M <  N, and in most cases, M =  1) rep- 
resentations for control signals when- 
ever necessary, depending on the 
control function specified. 

In the two-rail representation, a pair 
of signal lines (d,, do) represents the 1- 
bit information D according to the fol- 
lowing convention: 

D=O w (dl, do) = (0, 1) 
D = 1 c3 (dl, do) = (1,O) 

Thus, TITAC uses N pairs of signal lines 
to implement an N-bit of data. We call 
a signal state of the N-pair, two-rail im- 
plementation a code word if every pair 

is either (0,l) or (1 ,O), and otherwise a 
noncode word. In particular, we refer 
to the signal state in which all the pairs 
are (0,O) as a spacer. 

In the M-out-of-N representation, the 
design implements a set of mutually re- 
lated control functions with a set of N 
signal lines, and sepcifies exactly Mout 
of the N signal lines to become 1 in 
every operation cycle. Then, as soon as 
the number of signal lines taking 1 
reaches M ,  any receiving module can 
recognize that the control commands 
represented by the signal taking 1 have 
occurred and the remaining command 
does not occur for the operation cycle. 
We call a signal state of the N signal 
lines a code word if exactly M signals 
take 1, and othenvise a noncode word. 
The signal state in which all the N sig- 
nals take 0 is a spacer. 

For both representation types, a spac- 
er is the initial state for every data trans- 
fer or control operation. As long as the 
initial state remains a spacer at a system 
point, the corresponding data or control 
signal has not occurred at that point. 

ATITAC machine cycle consists of a 
number of microoperations, each typi- 
cally a register-to-register data transfer, 
as Figure 2a shows. A data signal im- 
plemented as a two-rail representation 
reads out from one or two source regis- 
ters and can be converted by a func- 
tional unit (FU) to be written into a 
destination register. 

From the controller's viewpoint, each 
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data transfer takes place in two phases, 
a working phase followed by an idle 
phase. Each phase further divides into 
two subphases, transient and stable, ac- 
cording to the state of the data path, as 
Figure 2b shows. Initially, any data sig- 
nal on the data path (from the input 
through the output of FU) must be a 
spacer. A working phase starts when a 
single-railed request from the controller 
goes up from 0 to 1 to read out two- 
railed data in the source registers. 
During the working-transient 0 sub- 
phase, each signal state in the data path 
can cause a transition from a spacer to 
a code word and eventually reaches the 
code word. The workingstable (WS) 
subphase starts when a single-railed ac- 
knowledgment to the controller goes 
from 0 to 1 to indicate that new two- 
railed data has been written into the 
destination register. The WS subphase 
lasts until the following idle phase starts. 

An idle phase starts when the request 
goes down from 1 to 0. During the idle- 
transient (IT) subphase, the data path 
from the output of the source registers 
through the combinational circuit to 
the input of the destination register is 
swept out so that the signal state at any 
point in the data path returns to a spac- 
er. The idlestable (IS) subphase starts 
when the acknowledgment goes down 
from 1 to 0 to indicate that the data path 
sweeping has been completed. Then 
the controller learns that the data path 
is ready to start the next working phase. 
The IS subphase lasts until the next 
working phase starts. 

For a data path based on the two- 
phase, eventdriven scheme, we use a 
binary decision diagram (BDD) struc- 
ture, which we describe later, to effi- 
ciently implement logic functions with 
input and output encoded in the two- 
rail representation. A major advantage 
of the two-railed logic implementation 
is that the resulting two-railed combi- 
national circuit is implemented without 
any NOT gates or inverters. Thus, the 
data path is automatically guaranteed 

Oval (microoperation) (23 c:=f(a,b) .-----. 
c 

Fork 

Join 

1 

Data path 

$= 

I Datatath 

Merge 

Figure 3. Correspondence of primitive elements from dependency graph (a) to circuit- 
level description (b). 

to be free of hazards for any input 
changes in the two-phase operation. 

However, the need to alternate work- 
ing phases with idle phases may cause 
a serious disadvantage in processor per- 
formance. Idle phases, during which no 
useful data transfer takes place, con- 
sume approximately half the process- 
ing time for the data path. We solve this 
problem by executing the idle phase for 
one microoperation in parallel with the 
working phase of another microopera- 
tion, using the autosweeping module. 

Dependency graph 
Given an instruction set and hard- 

ware resources such as registers and 
functional units, we can identify a set of 
microoperations required to implement 
each instruction. For highspeed opera- 
tion, the microprocessor should execute 
as many microoperations as possible in 
parallel. Naturally, a dependency rela- 
tion between two microoperations may 
require one microoperation to be com- 
pleted before the other is initiated. We 
represent such dependency relations 
with a directed dependency graph. Five 

types of primitive elements, as shown in 
Figure 3a, consitute the dependency 
graph for the TITAC design: 

An oval represents the microoper- 
ation indicated in it-that is, a reg- 
ister-to-register data transfer. 

w A Fork symbol specifies that the el- 
ements on all the fanat-branches 
can execute in parallel after the ele 
menton the fan-out stem completes. 

w A Join symbol specifies that the el- 
ement on the fan-in stem activates 
only after the elements on all the 
fan-in branches complete. 

w A Select symbol represents a con- 
ditional branch in which the ele- 
ment on either of the fan-out 
branches executes after the fan- 
out stem completes, depending on 
the condition provided. 

w A Merge symbol specifies that the 
element on the fan-in stem initiates 
after the element on any one of the 
fan-in branches completes. 

The five elements are sufficient not 
only to specify dependency relations 
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- _  I - - - _ _ _  
/ 

/ MI:=Readmem(MAR) 
I , I 

relative I 
. . . . . - - 

f 

+ Write-after-write relation 
...... + Write-after-read relation I -- 

Figure 4. IMP part of TlTAC dependency 
graph. 

among microoperations. They also de- 
scribe primitive control structures such 
as conditional branch, whileloop, and 
until-loop, necessary to represent 
TITAC’s control behavior. 

Figure 4 shows a part of TITAC’s de- 
pendency graph. This part specifies the 
following operations: After an instruc- 
tion fetch, if the microprocessor de- 
codes the opcode in the first instruction 
byte to be a jump instruction, it fetches 
the second byte by executing MAR:=PC 
and MI:=Readmem(MAR). After that, 
depending on the decoding of the ad- 
dressing-mode field, i t  selects and exe- 
cutes one of the three operation 
sequences. After completing one of the 
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Figure 5. Control circuit: implementation 
with Q elements (a); sequential execution 
of working phases and idle phases (6). 

,......_... 

Figure 6. Q elemen t. 

sequences, it can initiate any possible 
microoperation in the next cycle. 

Control synthesis I: direct 
mapping 

Based on the dependency graph that 
describes all the control operations re- 
quired to implement the TITAC in- 
struction set, TITAC’s two controllers 
follow different designs. Though creat- 
ed independently, they function simi- 
larly. The first uses the direct mapping 
approach described in this section; the 
second is a microprogrammed con- 

troller explained later. 
In the twophase, eventdriven scheme, 

we directly map a dependency graph 
into a circuit-level description by re- 
placing each primitive element in the 
dependency graph according to the 
correspondence shown in Figure 3: 

rn A two-phase control module 
(described later), which sends a r e  
quest signal to execute the indicat- 
ed microoperation and receives an 
acknowledgment signal from a 
data path such as that shown in 
Figure 2, replaces an oval. 

rn A wired fan-out replaces Fork. 
rn A Muller’s C element5 replaces Join. 
rn A combinational circuit that re- 

quests to refer to a register for con- 
dition and produces a 1-out-of-n 
signal to select a fan-out branch re- 
places Select. 
An exclusive-OR gate replaces 
Merge. 

Among the five primitives, only the 
oval and Select have access to the data 
path section. The data path access for 
Select is associated with only a read- 
register operation, while an oval is as- 
sociated with a register-teregister data 
transfer-that is, a read-register fol- 
lowed by a write-register. 

Figure 5a shows a circuit-level de- 
scription for the control section ob- 
tained by the direct mapping approach 
from the dependency graph shown in 
Figure 4. As Figure 6 shows, a twophase 
control module called a Martin’s Q el- 
ement (or stack element) replaces each 
oval. Figure 7 shows the corresponding 
data path circuit controlled by the con- 
trol circuit in Figure 5a. Bold arrows rep- 
resent two-railed, 8-bit data signals. A 
pair of request and acknowledgment 
signals associated with each Q element 
in Figure Sa connects with the corre- 
sponding pair in the data path in Figure 
7 (labeled A to H). 

A Martin’s Q element is useful to guar- 
antee a correct two-phase operation in 
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Figure 7. Data path implementation. 

the register-to-register data transfer 
shown in Figure 2, in which an idle 
phase must follow the working phase 
for any microoperation, and the idle 
phase must complete before the next 
microoperation on the same data path 
activates. However, with the use of 
Martin’s Q elements, each working 
phase cannot initiate before the pre- 
ceding idle phase (more strictly, the IT 
subphase) completes, and the IT sub- 
phases consume nearly half the pro- 
cessing time, as Figure 5b illustrates. 
Thus, Martin’s Q elements may signifi- 
cantly reduce the performance of two- 
phase, data-driven microprocessors. 

Autosweeping module 
As we mentioned earlier, we solve 

this performance problem by executing 
the idle phase of one microoperation in 
parallel with the working phase of the 
next. Thus, working phases effectively 
hide idle phases, thus consuming the en- 

................. 

Lo 

U 0  L, 

Figure 8. Autosweeping module: an 
implementation (a); STG specification (b}. 

tire processing time. To efficiently con- 
trol the parallel operation of working 
phases and idle phases, we use an asyn- 
chronous autosweeping module (ASM) 
instead of a Q element to implement 
each oval in a dependency graph. 
Figure 8 shows an implementation of 
the ASM and a signal transition graph 
(STG)” representing its behavior. The 
inputatput pair (U,, Uo) represent a pair 
of request and acknowledgment signals 
communicating with a control circuit at 
the same or an upper level, and the pair 
(L,, Lo) at a lower level. The ASM that im- 
plements an oval functions as follows: 

1. Once the microoperation for the 
oval is enabled (U,+), the ASM ini- 
tiates the working phase for the 
corresponding data path (Lo+). 

2. After the working phase (more 
strictly, the WT subphase) com- 
pletes (L,+), the ASM enables the 
next microoperation (Uo+) and ini- 
tiates the idle phase (Lo-). 

3. When a disabling signal arrives at 
the end of the machine cycle (U,-), 
the ASM passes the disabling signal 

I 1 -  

ASM Autosweeping module I 
(a) 

A 
B 
C I.. 

D 
E - 1  

F .. 

r - .  

+ 
Time 

Figure 9. Faster control circuit: imple- 
mentation with AS modules (ASMsj and 
AND gates (a}; parallel execution of 
workina ohases and idle Dhases Ibl. 

(b) 

to the next one (Uo-) if the idle 
phase (more strictly, the IT sub- 
phase) has completed (L,-). 

By replacing each Q element with an 
ASM in the control circuit shown in 
Figure 5a and adding some extra AND 
gates if necessary, we obtain a circuit- 
level description such as that shown in 
Figure 9a. The circuit implements the 
dependency graph shown in Figure 4 
and controls the data path shown in 
Figure 7. Figure 9b illustrates the paral- 
lel operation of a current microopera- 
tion’s idle phase and the next 
microoperation’s working phase in the 
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Request from Controller 1 
Acknowledgment to Controller 1 

Figure IO. Microprogrammed controller. 

execution sequence of the microoper- 
ations A to F. Note that the idle phase 
for C executes at the end of the ma- 
chine cycle because it is not controlled 
by an ASM. Comparison with Figure 5b 
clearly shows that the use of ASMs sig- 
nificantly improves the latency (period 
from input application to output gen- 
eration) for sequential data path oper- 
ations, although the throughput 
(interval for consecutive input applica- 
tions) remains unchanged. 

Since ASMs allow parallel execution 
of working phases and idle phases, we 
must take extra care to avoid data con- 
flicts. There are two types of ordered 
relations between a preceding micro- 
operation and a succeeding microop- 
eration in a dependency graph: 

write-after-write: The succeeding 
microoperation writes into the 
same register as the preceding 
microoperation. 
write-after-read: The succeeding 
microoperation writes into the 
same register from which the pre- 
ceding microoperation read. 

For example, in the dependency 
graph shown in Figure 4, microopera- 
tions A (MAR:=PC) and D (MAR:=MI) 
are in the write-after-write relation b e  
cause there is a conflict with MAR as in- 
dicated by the coarsely broken arrow. 
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- Acknowledgment 
Dummy acknowledgment 
Dummy request 

+ Request 

AGL Address generation logic and register 
CSAR Control storage address register 

CS Control storage (ROM) 
IR Instruction register 

Microoperations B (MI:=Readmem 
(MAR)) and D (MAR:=MI) are in the 
write-after-read relation because there 
is a conflict with MAR as indicated by 
the finely broken arrow. If two micro- 
operations, such as A and D, are in the 
write-after-write relation, the succeed- 
ing ASM (D) must not initiate the work- 
ing phase until the idle phase (more 
strictly, the IT subphase) for the pre- 
ceding operation (A) is completed. 

On the other hand, if two microop 
erations, such as B and D, are in the 
write-after-read relation, the succeed- 
ing ASM (D) must not initiate the work- 
ing phase until the idle phase for the 
preceding operation (B) is initiated. (In 
the latter case, the succeeding ASM 
does not have to wait until the com- 
pletion of the preceding IT subphase 
because of the implementation of the 
asynchronous registers, shown in 
Figure 12.) Therefore, in the control cir- 
cuit in Figure 9a, the U, input of ASM D 
requires an extra AND gate with inhib- 
it inputs coming from the L, input of 
ASM A and the Lo output of ASM B. 

Control synthesis II: 
microprogram 

We designed and implemented Con- 
troller I1 as a microprogrammed con- 
troller simply to demonstrate the design 
flexibility and delay tolerance that a 
quasi-delay-insensitive processor can 

enjoy. The microprogrammed con- 
troller is much slower than Controller I 
with its direct mapping approach. Since 
no delay-insensitive memory is avail- 
able, a conversion is necessary between 
the control storage (ROM), which we as- 
sume to be a bundleddata system, and 
the other part of Controller 11, which uses 
the two-rail, eventdriven scheme. Fur- 
thermore, the control storage is outside 
the TITAC chip, as shown in Figure 1. 

Figure 10 shows a schematic dia- 
gram of Controller 11, as well as the mul- 
tiplexer that selects either Controller I 
or 11. AGL, which represents a combi- 
national circuit followed by a register, 
implements a function that generates 
the lower 4 bits of the next address for 
control storage. CSAR denotes a 12-bit 
register that stores the next address for 
control storage; the upper 8 bits are 
used for instruction codes and the low- 
er 4 bits are used for microoperation 
steps for each instruction. The two Q el- 
ements control two steps for each mi- 
crooperation cycle: 

1. A 12-bit address composed of the 
contents of IR and AGL transfers to 
CSAR. 

2. An address in CSAR goes to control 
storage to read out a 4&bit micro- 
code, of which 42 bits are used to 
send requests to the data path sec- 
tion and 6 bits feed back to AGL. 

BDD implementation 
Because combinational circuits are 

basic building blocks in both the data 
path and the control sections, the self- 
timed implementation of Boolean 
functions-that is, the design of combin- 
ational circuits with completion signal 
generation’2-is a major issue in delay- 
insensitive or quasi-delay-insensitive 
processor design. For TITAC, we have 
taken a novel approach: a two-rail im- 
plementation of the BDD representation. 

The BDD is a graphical representa- 
tion of Boolean functions. Although 
many variant BDD forms for a Boolean 
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. 
Figure I 1. Two-rail implementation of combinational circuits from BDD: ROBDD (a); switch model (b); two-rail implementation (c); 
with completion signal (d). 

function can exist, Bryant proved that 
a standard normal form called the 
reduced ordered BDD (ROBDD) is 
uniquely determined for any Boolean 
function.I3 

Figure 1 la shows the ROBDD for the 
three-variable Boolean function F= AB 
+a + C. The procedure to determine 
the binary value of F for given binary 
values of A, B, and C follows. Starting 
from the topmost node (root), we sim- 
ply proceed downward through the di- 
agram, noting the value of the variable 
at each round node and then taking the 
indicated branch. Reaching a 0 or 1 val- 
ue at the square node gives us the val- 
ue of F, and the procedure ends. Note 
that there is a total ordering (A+B+C) 
in which the values of variables are ex- 
amined independently of which path 
is taken during the procedure. 

This procedure suggests a direct im- 
plementation of the ROBDD, shown in 
Figure l lb .  Here, we replace each 
round node with a switch that selects 
one of the binary values, and the 
square nodes labeled 0 and 1 with the 
two-railed outputs FandF. Then we re- 
place the topmost switch (associated 
with A)  with a two-railed primary input 
for the first variable A, and the remain- 

ing switches with a pair of AND gates. 
We replace the union of more than two 
incoming edges at the input of each 
switch with an OR gate to obtain a two- 
rail implementation of Boolean func- 
tion F. The resulting circuit, shown in 
Figure 1 IC,  is a multilevel AND-OR im- 
plementation corresponding to the 
variable ordering. 

The two-rail multilevel AND-OR im- 
plementation with the BDD structure 
has a nice property for efficient com- 
pletion signal generation. In the BDD, 
only one path from the top node to a 
square node activates for every com- 
bination of binary values for the input 
variables. This implies that, for any tran- 
sition from an idle phase to a working 
phase in the resulting two-rail imple- 
mentation, every OR gate has at most 
one input line that receives a 0+1 tran- 
sition. Therefore, only the primary in- 
puts and the AND-gate inputs must be 
ORed at each level, and then the OR- 
gate outputs are collected by a Muller's 
C element to generate completion sig- 
nals, as shown in Figure 1 Id. In gener- 
al, the number of extra OR gates 
required for completion signal genera- 
tion is, at most, N - l ,  where N denotes 
the number of input variables. 

Data path building blocks 
Besides various combinational cir- 

cuits with BDD structures, we used two 
special types of building blocks in the 
data path section: asynchronous multi- 
port registers and the memory interface. 

Asynchronous multiport registers. 
As mentioned earlier, TITAC has no com- 
mon bus for register-teregister data trans 
fer. Data transfers from one register to 
another use a direct data path between 
the two. Thus, one of the most important 
building blocks in the data path section 
is the asynchronous multiport register. 
Figure 12 (next page) illustrates a two- 
input-port, twooutput-port register. When 
data is written into this register, it issues 
either Ack A or Ack B as a completion sig- 
nal, depending on whether data A or 
data B went in. When data is read out, the 
register sends out data C and data D in re- 
sponse to Req C and Req D. 

Memory interface. Although we 
designed the TITAC chip on the quasi- 
delay-insensitive model, the main stor- 
age does not follow that model, because 
the main-storage RAM has only single- 
railed input and output ports. Therefore, 
in our data transfer model for the TITAC 
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Figure 12. Asynchronous multiport register: symbolic description la); schematic 
diagram lb); gate-level description (c). 

design, a bundleddata system simulates 
an asynchronous RAM with the use of 
one-rail-to-two-rail and two-rail-to-one- 
rail converters. (We used the same 
method to implement control storage in 
the microprogrammed controller.) For 
the main storage using a simulated asyn- 
chronous RAM, Figure 13a shows sym- 
bolic descriptions for both read and 
write operations. Figure 13b shows 
schematic diagrams of a bundleddata 
system implementation. Figures 13c and 
13d show gatelevel descriptions of the 
converters. Determining an appropriate 
value of the delay elements was one of 
the most important TITAC design issues, 
involving a trade-off between high per- 
formance and high reliability. 

Gate array implementation 
Although much work has been done 

on design verification of speed- 
independent and delay-insensitive cir- 
cuits, no easy-to-use tools are now 
available to verify a microprocessor d e  
sign based on the quasi-delay-insensi- 
tive model. Therefore, we verified 
TITAC’s entire gatelevel logic design by 
logic simulation, using the Verilog sim- 
ulator with a fixed-value delay assigned 
to each logic gate and a zero delay as- 
signed to each interconnection wire. 
The simulation proved the logic design 
works correctly for both the hardwired 
controller and the microprogrammed 
controller. Although this type of logic 
simulation cannot strictly verify the d e  

sign correctness of delay-insensitive or 
quasi-delay-insensitive circuits, it may 
be useful in the implementation phase. 

Table 2 shows the number of gates 
required for the Verilog description of 
TITAC, assuming the designer is re- 
stricted to two-, three-, and four-input 
NAND, NOR, AND, and OR gates. For 
comparison, we designed a synchro- 
nous processor with register-to-register 
connections and a microprogrammed 
controller for the same instruction set 
as TITAC. Controller I is the hardwired 
control logic, which has no synchro- 
nous counterpart. The gate counts 
shown in the table for Controller I1 ex- 
clude control storage. TITAC’s Control- 
ler 11 requires 2.8 times as many gates as 
its synchronous counterpart, mainly be- 
cause of the extra gates needed to im- 
plement one-rail-to-two-rail converters 
for the 48-bit microcode word. 

Note that the data path of TITAC re- 
quires less than twice as many gates as 
its synchronous counterpart, although 
the former must include some over- 
head for completion signal generation 
as well as the double volume for the 
two-rail implementation. This is be- 
cause the asynchronous register shown 
in Figure 12 requires much less than 
two times as many gates as the syn- 
chronous register. Compared with the 
synchronous processor, the corre- 
sponding parts of TITAC-Controller I1 
and the data path-require more than 
twice as many gates. 

TITAC has been fabricated as a 
CMOS gate array using 1 .O-pm-rule sili- 
con-gate technology. The TITAC chip 
uses 5,517 internal cells, each with two 
PMOS transistors and two NMOS tran- 
sistors, in a sea-of-gates array after the 
required technology mapping. 

TITAC now operates at a peak per- 
formance of 11.2 MIPS, with a power 
consumption of 212 mW for Controller 
I (hardwired control), and at 1.8 MIPS, 
with 70 mW, for Controller I1 (micro- 
programmed control), both at a V,,of 
5V. We have tested the chip with vari- 
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able delay elements inserted at the 
memory-read-request signal line. TITAC 
runs at a continuous processing speed 
range for its peak performance to 0 
MIPS with a power consumption pro- 
portional to the value of MIPS. That is, 
each instruction execution consumes 
a constant amount of power indepen- 
dent of the processing speed. 

Challenges 
Our future TlTAC work will aim at 

meeting a number of technical chal- 
lenges to the realization of dependable, 
high-performance asynchronous VLSI 
systems. 

Architecture. In the VLSI imple- 
mentation of digital systems, it is rea- 
sonable to introduce the concept of a 
neighborhood, or the “equipotential re- 
gion” introduced by Seitz.’ A neighbor- 
hood is a region within which the wire 
interconnection between any two 
points can cause only a negligible de- 
lay in comparison with gate delays. The 
size of a neighborhood depends on the 
device technology used. The neigh- 
borhood concept is a suitable frame- 
work for designing VLSI systems with 
ultrahighspeed switching devices. 

For largexale systems having many dif- 
ferent neighborhoods, a key issue for 
achieving high performance is the local 
dependency of computations. In fact, 
some applications, such assignal and im- 
age processing, map nicely onto pipelined 
arrays or wave front arrays with the use of 
local dependency. Unfortunately, such a p  
plications are limited. 

The most significant feature of an 
asynchronous system is that its perfor- 
mance is determined basically by the 
average signal propagation distance re- 
quired for all the data transfers that must 
occur during computation. This implies 
that an occasional long-distance data 
transfer can occur at any time, so long 
as most data transfers take place with- 
in a neighborhood. Therefore, the local 
dependency requirement can be very 

Asynchronous RAM read operation Asynchronous RAM write operation 
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Figure 13. Memory interface: symbolic description (a); block diagram (6); two-rail-to- 
one-rail converter (c); one-rail-to-bo-rail converter (d). 

flexible. We can freely insert complex 
functional modules that require a large 
amount of processing delay in any data 
path without affecting correct system 
operation. Each stage of a pipelined 
processor need not have a uniform pro- 
cessing time with the others. To achieve 
ultrahigh-performance VLSI processors, 
we must pursue an asynchronous 
processor architecture that fully enjoys 
these advantages. 

Testing and concurrent checking. 
In the context of the testability and self- 
Zhecking capability of delay-insensitive 
Zircuits, distinguishing between per- 
manent faults and temporary faults is 
mportant. Permanent faults already ex- 
st when the system under considera- 
:ion comes into operation; temporary 
iaults occur during normal system op- 
?ration. Temporary faults may be tran- 
sient, may be intermittent, and may 

able 2. Comparison of gate counts. 

Synchronous 
Logic TITAC processor 

~ 

Controller I 441 - 
Controller II 450 162 
Data path 1,621 843 
Controller II 
+ data path 2,071 1,005 
Total 2,512 - 

)metimes become permanent. 
For permanent stuck-at faults, sup- 

x e  that a two-rail, two-phase data path 
correctly designed as a delay-insen- 
tive circuit. If astuck-at-1 fault exists in 
ie data path and the fault is not re- 
undant, the circuit cannot complete 
-I idle phase. As a result, the fault is d e  
cted by a time-out scheme either on 
ne or off line. Similarly, if a nonredun- 
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dant stuck-at4 fault exists, the circuit 
cannot complete a working phase for 
an input transition that would activate 
the fault. Thus, all permanent stuck-at 
faults are detectable. However, if the 
design is based on the quasi-delay- 
insensitive model, there may be a sig- 
nal at a fan-out branch that is not 
monitored to generate a completion sig 
nal due to the isochronic-forks as- 
sumption. A stuck-at fault on such a 
fan-out branch may not be detected by 
any time-out scheme. Extra signal lines 
can overcome this undetectability. 

For temporary faults, the situation is 
much more complicated in asynchro- 
nous than in synchronoussystems. In a 
synchronous system, a temporary fault 
can affect the behavior of a combina- 
tional circuit only if it occurs during the 
effective period of a clock cycle. Thus, 
errorcorrecting code can successfully 
correct errors due to temporary faults 
in memory elements. On the other 
hand, a temporary fault can affect an 
asynchronous circuit at any time. A tem- 
porary fault in a memory element or 
sequential circuit can immediately ini- 
tiate an erroneous sequence of transi- 
tions. Thus, selfchecking designsI4 and 
a structural design for transient fault 
protecti~n’~ may be necessary for tem- 
porary-error control in asynchronous 
systems. Interestingly, two-rail codes 
have been used effectively for self- 
checking and asynchronous circuit de- 
signs, although they were used in two 
different ways, one not immediately a p  
plicable to the other. 

Metastability. Metastable operation 
is always possible if a digital circuit’s in- 
ternal state must be determined by the 
order in which two mutually indepen- 
dent signals are applied to the circuit.I6 
Typical examples are synchronizers 
and arbiters. Most general-purpose 
processors accept various levels of in- 
terrupt signals that arrive independent- 
ly of system operation. This situation 
requires synchronization. In a multi- 

processor system, more than two pro- 
cessors may request an access to a 
shared resource independently of one 
another. This requires arbitration. 

The metastability problem exists not 
only in asynchronous systems but also 
in synchronous systems-it is common 
to all digital systems. A digital circuit d e  
sign cannot avoid the possibiIity of 
metastable operations. Thus, we need 
to establish a design method that guar- 
antees the use of the smallest possible 
number of arbiters or synchronizers, e s  
pecially for massively parallel, high- 
performance computing. Note that 
there is a trade-off between a minimum 
chance of arbitration and/or synchro- 
nization and a maximum chance of 
parallelism. For example, internally 
clocked modules with delay-insensitive 
specifications” are an interesting ap- 
proach for decreasing metastable op- 
erations at the expense of parallelism. 

Delay model validation. We iden- 
tified several problems in the design 
and implementation of TITAC. First, a 
design based on the quasi-delay- 
insensitive model must guarantee cor- 
rect operations even in the presence of 
a delay distribution unlikely to occur in 
practice-for example, a case where 
the delay in a chain of 10 or more gates 
is smaller than the delay in a single gate. 
Consequently, the resulting hardware 
volume tends to be larger. Therefore the 
performance speed may tend to be low- 
er than an equivalent design on a more 
optimistic delay model. 

The quasidelay-insensitive design re- 
quires many Muller‘s Celements. There 
are several gate-level, speed-indepen- 
dent implementations for the Muller‘s C- 
elements. But, because of the circuit 
speed needed for practical use, we 
adopted an alternative implementation 
that is not speed-independent. We im- 
plemented Muller‘s Celements using an 
ANDOR realization of the majority func- 
tion with feedback. This implementa- 
tion works correctly only in the 

fundamental-mode operation, but o p  
erates much faster than the speed-inde 
pendent implementation. This implies 
that some part of TITAC cannot conform 
to the quasidelay-insensitive model, al- 
though the chip still works correctly in 
practice. Asimilarsituation arises in d e  
signing the memory and I/O interfaces 
because the outside world is not neces- 
sarily based on the quasidelay-insensi- 
tive model. This is the second type of 
problems we identified in the design 
and implementation of TITAC. 

THESE PROBLEMS AROSE because we 
adopted a pessimistic delay model, 
which is not necessary simply to guar- 
antee correct operations of the CMOS 
gate array microprocessor in a practi- 
cal environment. This observation sug- 
gests that we may need to compromise 
in the delay assumption to achieve 
high-performance operation with ac- 
ceptable levels of reliability and design 
cost. Then we should evaluate the qual- 
ity of an asynchronous system with a 
combined measure of performance 
speed and timing reliability, such as 
“performability,” often used to evaluate 
fault-tolerant systems. The delay model 
also needs validation on the basis of a 
timing-performability measure. These 
issues require further study. @ 
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